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| Deep learning (r)evolution
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| Paradigm switch
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| Prequel of transformers
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| Prequel of transformers
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| CLIP
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Zero-shot evaluation
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| CLIP - results

Zero-shot vs linear probe on Zero-shot for finetune
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| Soft Prompting
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| Soft Prompting

Few-shot recognition accuracy

Zero-shot CoOp
[a] [photo] [of] [a] [arrival gate]. [v1] [v2] ... [vam] [arrival gate].
(a] [photo] [of] [a] [cathedral]. [v1] [v2] ... [um] [cathedral].
Accuracy: 69.36 @ Accuracy: 80.60

Zero-shot CoOp
[a] [photo] [of] [a] [wind farm]. [v1] [v2] ... [vpr] [Wind farm].
[a] [photo] [of] [a] [train railway]. [v1] [v2] ... [var] [train railway].
Accuracy: 75.35 @ Accuracy: 65.89 @

CoOp, Zhou et al, 2022



| Language Aware Soft Prompting (LASP)
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| Language Aware Soft Prompting (LASP)

: Bridge vision domain mismatch
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| Language Aware Soft Prompting (LASP) with virtual classes

= Text-to-text loss is independent of the

V&L loss.

We can hence train with “virtual”
classes.

The additional class names can be
specific, in-domain, or more generally —
can act as distractors to push against.
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| Language Aware Soft Prompting (LASP)
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| Revisiting soft prompting — linear approximation
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| Revisiting soft prompting — linear approximation
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| Linear approximation - results
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| Generative classifiers

Zero-shot evaluation —retrieval based Limitations:

= Requires a set of potential class names (not
truly open world)

A photo of Text
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Y

= Dependent on the quality of the class names
topology

(3) Use for zero-shot prediction 4 4 \ \
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REST, Bulat et al, 2023



| Generative classifiers
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* Truly open-world -> no requirement for topology nor prompts
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= Sample specific
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REST, Bulat et al, 2023



| Generative classifiers

[ {predicted action} ] . .
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| Generative classifiers

" |nstead of predicting the class name directly, predict a proxy “pseudo-caption”

= Use an image captioning model to generate a set of pseudo-captions, guided by
prompting

Kinetics-220 (1-0f-620 classes) results

Supervision type | Supervision type | Top-1 accuracy

Fully supervised Class names 0.74 %

Unsupervised Pseudo-captions 14.8%

REST, Bulat et al, 2023



| REST: Retrieve and self train
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REST, Bulat et al, 2023



| REST: Retrieve and self train- effect
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| REST: Retrieve and self train — zero-shot results

Kinetics-220 (1-0f-620 classes) results

Supervision type Supervision type Top-1 accuracy

Fully supervised Class names 0.74 %
Unsupervised Pseudo-captions 14.8%
Unsupervised Pseudo-captions + REST 31.2%
X-CLIP (ECCV’22) logits (discriminative) 14.8%

HMDB-51 (1-of-51 classes) results

UCF-101 (1-0f-101 classes) results

wethod | Top-tace, Wmethod | Topiace

Action CLIP (arxiv’21) 40.8 %
ResT_101 (CVPR’22) 41.1%
X-CLIP (ECCV’22) 44.6%
REST (Ours) 50.1%

Action CLIP (arxiv’21) 58.3 %
ResT_101 (CVPR’22) 58.7%
X-CLIP (ECCV’22) 72.0%
REST (Ours) 73.5%

REST, Bulat et al, 2023



| REST: Retrieve and self train — few-shot results

UCF-101 few-shot adaption results:
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REST, Bulat et al, 2023



| Model efficiency - research directions

4 Neural network inference is generally expensive
'l Edge and mobile devices have limited resources

&7 Ever-increasing demand and devices diversity

Research directions:

NAS & Hand
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Model efficiency - research directions
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adrian@adrianbulat.com

https://www.adrianbulat.com



